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Many of the firms we work with seem to be racing to invest billions in new automated analytics known as
artificial intelligence (AI); they are attracted by the potential for increased revenues and decreased costs. While
some financial institutions are moving full speed ahead, others are held back by risk managers concerned by
risks of the unknown—including fear that regulators and consumers may treat AI as a threat due to opacity,
potential bias, and several high-profile AI failures.
We suggest that firms planning to deploy AI prepare by assessing the readiness of key risk areas to address
the incremental risks that may be generated by their AI strategy and near-term use cases.
AI’s Potential Benefits Across Business and Operational Areas

“Artificial Intelligence,” first coined in 1956,1 is now used broadly to refer to computer-enabled behavior
that traditionally required human intelligence.2 Within AI, “machine learning” is usually characterized by
the ability of analytical tools to self-optimize to improve their performance. Deep learning is a subset of
machine learning, where “deep” refers to neural networks with many layers.
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AI has the potential to drive cost efficiencies, increase market presence, provide tailored customer service, improve
decision making, and drive new value
propositions. The potential for revolutionary benefits across a wide variety of
businesses and functions suggests AI will
become a requirement for institutions
looking to stay competitive with fintech
firms and tech-savvy traditional banks.
Business Benefits Accompanied by
Emerging Risks

Unlike other analytic processes, AI is usually developed using complex, relatively
opaque analytics; large data, sometimes
including unconventional datasets (big
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data); and rapid, automated updating of
models. AI also sets itself apart through
some of its implementations, including
natural language processing and computer vision, that interface with clients,
customers, and staff — interfaces that
may be increasingly difficult to distinguish from live humans.6
These features of AI can exacerbate
and alter well-known risks and generate
new risks — some of which may not yet
be well understood or even identified.
Indeed, AI’s potential benefits mean they
may be embedded in a wide variety of
tools used by financial institutions.7 As
a result, bank risk managers should take
a multidisciplinary approach to assessing
and controlling the risks from the spread
of AI-based tools.
Recent regulatory actions and comments from governmental and quasigovernmental officials suggest that understanding the implications of AI use
is a high priority.
In 2019, regulators, supervisors, and
politicians delivered a series of highlevel, principles-based issuances across
the globe. These include:
• The European Commission’s Ethics
Guidelines for Trustworthy AI.9
• The OECD’s Recommendation of the
Council on Artificial Intelligence.10
• The G20 Ministerial Statement on
Trade and Digital Economy, which
adopted principles based on the earlier
OECD document.11
In the U.S., regulators have taken
notice of AI. In January 2020, the Of-

fice of Management and Budget took
the first step toward potential regulation
with issuance of the draft Guidance for
Regulation of Artificial Intelligence Applications for comment.12
While the U.S government has just
begun to release guidance to its own
regulators, some organizations have
already started to address some of the
issues raised. An example is the Financial
Industry Regulatory Authority, which released its Technology Based Innovations
for Regulatory Compliance (RegTech)
in the Securities Industry report in September 2018.13 The report focused on
new technologies, including AI, used in
compliance and included these suggestions for RegTech governance:
• Establishing a cross-functional technology governance structure;
• Providing simplified summaries of underlying algorithms to non-technical
staff;
• Developing appropriate data quality
risk management;
• Implementing policies and procedures
to address errors or malfunctions;
• Training of relevant staff in the use of
RegTech tools; and,
• Suggestions for governance of RegTech solutions.14
Some states have also moved to act.
California passed the California Consumer Privacy Act15 (CCPA) in June
2018, which went into effect on January 1, 2020. The CCPA covers not only
personal data, but also “inferences drawn
from” personal data to “create a profile
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The Organization for Economic
Cooperation
and
Development
(OECD) has stated that, “AI has
pervasive, far-reaching and global implications that are transforming societies,
economic sectors and the world of work,
and are likely to increasingly do so in
the future.”3 A recent survey found that
80% of incumbent financial firms4 have
implemented at least one AI application.
Those same survey respondents see the
strategic importance of AI increasing,
with 37% reporting it as of high or very
high strategic importance now, but with
78% expecting it to rise to high or very
high in two years.5 Some applications we
have seen already in production, include:
• Capital markets trade support, execution, and monitoring;
• Retail product development;
• Bank Secrecy Act/Anti-Money-Laundering compliance, sanctions compliance, and fraud detection;
• Customer-service chatbots and call
routing;
• Loan underwriting and
documentation;
• Investment management and financial
advisory systems (e.g. robo-advisors);
• Marketing and customer
lead evaluation;
• Loyalty rewards program management; and,
• Information security
threat assessment.

about a consumer,” which likely includes
most individual-level AI analytics. Illinois, meanwhile, in August 2019 passed
the Artificial Intelligence Video Act,16 the
first U.S. law to address use of AI in hiring which, like the California law, went
into effect in January 2020.
In addition to state actions, advocacy
groups and nonprofits have started to explore ways of using courts to reign in certain uses of AI. The watchdog Electronic
Privacy Information Center (EPIC)
filed a complaint with the Federal Trade
Commission (FTC) against HireVue, an
AI-based video review tool used in hiring, in November 2019.17 EPIC accused
HireVue of engaging “in unfair and or
deceptive trade practices in violation of
the Section 5 of the FTC Act” in a variety
of ways, including through the deceptive
use of facial recognition technology, and
said, “HireVue’s use of secret algorithms
to analyze job candidates’ biometric data
violates widely-adopted ethical standards
for the use of artificial intelligence (“AI”)
and is ‘unfair’ within the meaning of the
FTC Act.” Much of the rest of EPIC’s
complaint seems to hinge on the opacity and lack of validation of algorithms
involved, including lack of disclosures
regarding HireVue’s accuracy and
fairness.
Banks Should Prepare for the AI
Expansion

Considering the current, highly dynamic
situation, firms that move forward without a clear, principles-based approach
to AI risk management may take on
significant, unforeseen risks. Financial
institutions seeking to adopt and expand
their use of AI should take a thoughtful
approach to identify and effectively manage those risks. The figure lays out one
approach to setting the foundation for a
more AI-driven business.
Risk Appetite and Digital Ethics

Firm leadership should first develop a
perspective on the company’s risk appetite relative to AI across risk areas. The
firm’s risk appetite, reflecting the risk
culture, brand, and strategic intent of

FIGURE 1: TRUSTED AI MUST BE BUILT ON A STRONG FOUNDATION

Robust AI outcomes
Ongoing monitoring, sensitivity analysis, and performance reporting
AI tool development and implementation that facilitates monitoring and review
AI-sensitive governance policies, procedures, and training
Risk appetite and digital ethics consideration

the institution, should be informed by
a digital-ethics analysis,18 which can help
to address many of the unique considerations raised by the introduction and
proliferation of AI.
Leading Firms Address AI Governance
Across Risk Management

Our discussions with leading firms planning to deploy or expand their use of AI
suggest they are reviewing the risk of AI
across relevant risk areas. We recommend
beginning the process by revising the risk
appetite statement, which is then used to
conduct an assessment of the readiness
of key risk areas. This assessment can be
used to address the incremental risks that
may be generated by their AI strategy and
near-term use cases.
AI Strategy and Risk Identification
Process. Firms should develop short- and
medium-term AI strategies, including a
set of proposed AI use cases and an inventory of all AI tools in use across the enterprise. The firm may generate an AI risk
inventory by leveraging its AI strategy,
current AI tools inventory, and current
and proposed AI use cases to identify its
incremental and new AI-related risks,
including existing risks likely to be exacerbated by AI applications. The risk
identification process should be broad
and should aim to identify all risks potentially introduced or exacerbated by the
AI strategy, regardless of their fit into the
firm’s current risk taxonomy.
AI-Sensitive Governance Policies,
Procedures, and Training. Firm leadership should compare the AI risk inventory with the revised firm risk appetite

AI strategy and risk identification process

to identify which incremental AI risks
should be addressed by the governance
processes. Each incremental AI risk can
then be aligned with appropriate controls based on an understanding of the
relevant regulatory requirements and
expectations, and current and emerging industry practice. The resulting
requirements and expectations can
then be mapped back to the relevant
risk or compliance areas. The mapping
should align individual AI risks with
multiple frameworks or generate orphan
risks for which no framework currently
exists. Identified risk and compliance
areas may then be assessed against the
relevant requirements and expectations. This process generates recommendations for enhancements to area
policies, procedures, and operations
framework requirements to help bring
any incremental AI risks to line with the
firm’s revised risk appetite. For orphan
risks or requirements and expectations,
the firm should develop new frameworks; for risks aligned with multiple
frameworks, key stakeholders should
collaborate to assure alignment and a
reasonable allocation of controls. In our
experience, this process generates many
incremental risks and requirements and
expectations that bridge multiple risk
and compliance areas, and few, if any,
have no reasonable home. Targeted
enhancements of policies, procedures,
and activities should be accompanied by
firmwide AI governance training to help
personnel across the company understand both new and legacy governance
requirements for new AI tools.
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Incremental AI Risk and
Recommendation Example:
Model Risk Management

Industry sound practice and regulatory
guidance indicates that material model
changes should be subject to appropriate model validation. However, many AI
models, by design, update their calibrations and predictions frequently, often
in ways that are opaque. Consequently,
model users and owners may not be
aware of material model changes. We
recommend that the MRM framework
be enhanced to require testing to assess
whether individual or cumulative model
updates constitute material changes as
part of the routine model update process.
More broadly, as AI is a model, financial institutions will need to periodically evaluate governance over the entire
model lifecycle, as shown in Figure 3 on
the next page, to maintain appropriate
controls over these rapidly evolving tools.
Model Risk Management
Should Address AI Impacts
Across the Model Lifecycle

We suggest that the following enhancements to typical model risk management
frameworks and practices may be necessary to better address risks posed by AI.
Development
• Detailed review, assessment, and justification of data used in development
and production.
• Detailed discussion and justification
for feature selection.
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Technology
Governance
Policy

Information
Security
Policy

Privacy
Policy

• Designation of required hold-out data
sets for testing and validation.
• Significantly enhanced/alternative development testing regimens.
Implementation
• Automated testing regimens after each
model retraining.
• Retention of model versions to allow
for longer-term assessment of model
and retraining quality and to detect
and assess cumulative model changes
• Automated assessment of incremental
data.
Validation
• Significantly enhanced/alternative development testing regimens.
• Validation includes benchmarking to
conventional models, where applicable.
• Change validations triggered through
evaluation of accumulated changes
resulting from multiple retrainings.
• Validation conducted in parallel to
model development.
Model Use
• AI-specific training regarding correct
uses of the models and users’ responsibilities in recognizing and minimizing
risks.
Incremental AI Risk and Recommendation Example: Technology

The widespread use of large, dynamic training datasets to frequently update models
presents challenges to the reproducibility
of model results. We recommend invest-

ing in robust model, technology, and data
versioning tools and processes to facilitate
model reproduction and rollback. While
these tools tend to be focused on technology, they may also address requirements
and expectations for model risk, data and
technology governance, and information
security.
Incremental AI Risk and
Recommendation Example:
Data Governance

Many industry data governance programs
focus on the controls around data elements identified as critical data elements
(CDE.) AI solutions may have vast sets
of data available to them, both structured
and unstructured, and the precise data elements used in AI solutions may change
often, making traditional CDE identification impractical to apply. We recommend
testing data provenance where CDE designation is not possible or is impractical by
applying a “trust model,” which provides
a trustworthiness score based on an assessment of factors related to the known
provenance of the data.
AI Tool Development and Implementation that Facilitates Model Interpretability, Monitoring, and Review

AI tool development and implementation
plays a key role in controlling AI risk.
Initial development should incorporate
awareness of the testing and review requirements with extensive documentation
of the approach used, including learning
or retraining processes as well as the underlying tools. Evaluation and justification
of such processes and algorithms should
be provided as well as an evaluation of
development/production data. Holdout
data should be maintained to support
testing processes.
Documentation should, either on an
individual model basis or across modeling
areas, address and justify the approach taken to optimize tradeoffs between model
interpretability and accuracy. For AI tools
developed by third parties, firms should
also take into account any requirements
for vendor development. AI tool implementation should emphasize tracking

of model changes and performance and
provide mechanisms to track the evolution of the model through time. This
includes the ability to backtest models
with forecast horizons that exceed their
retraining periodicity, and the use of interpretability approaches to estimate the
impact of retraining model structure,
likely on an automated basis. Implementation should thus support ongoing
monitoring.
Ongoing Monitoring,
Sensitivity Analysis, and
Performance Reporting
Ongoing monitoring, including sensitivity analysis and process verification,
and performance reporting, supported
by the AI implementation, is key to
detecting and preventing negative AI
incidents.19 Some of the tests used
in development and validation, such
as cross validation, generation and
review of sensitivity surfaces, other
interpretability metrics, and use of
extreme values to detect underlying model structure should be rerun.
Depending on the size and diversity
of the relevant data set, process verification may be critical to maintain AI
tool integrity.
We recommend firms consider ongoing monitoring requirements, not just
from a performance and accuracy standpoint, but also in the context of other
identified risks, such as those involving
potential manipulation of AI algorithms
or de-anonymization of data.
Robust AI Outcomes
By carefully addressing AI governance
based on a thoughtful risk appetite statement, developing an AI risk inventory
rooted in the firm’s AI strategy and use
cases, and adopting a multi-functional
perspective on AI risk management,
firms can develop and deploy AI tools
while managing AI risk. Given the rapidly changing AI landscape, financial
institutions should keep a keen eye on
developments in society more broadly,
as well as within their firm and industry.
Continuing transformation in AI tools
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and uses, regulation, law, and social attitudes is likely to continue and accelerate.
Incremental AI Risk and
Recommendation Example:
Vendor Risk Management

As AI is an emerging technology, firms
often rely on vendors to provide AI solutions. These vendors are often startups and
new to the business of providing products and services to the highly regulated
financial services industry. Promontory
recommends firms enhance their vendor
risk management framework to assess the
capacity of AI-solution vendors to meet
regulatory expectations, including transparency regarding model construction,
performance, and controls. In addition,
firms should have internal AI subjectmatter experts help in evaluating the
suitability of the vendor.
Getting Ready for AI

As the financial industry continues to invest in AI, firms can generate consumer
benefits and business value by leveraging
the new technology and data to provide
better customer service, improve op-

erational efficiency, and drive new value
propositions. The ability of a financial
institution to help mitigate and manage
AI risks is not only crucial for regulatory
compliance but may also become a critical competitive advantage. Firms should
consider an interdisciplinary approach
that leverages its AI strategy, use cases, and
associated incremental risks to assess the
adequacy of current policies, procedures,
and infrastructure. This approach should
identify any enhancements, which can
be a key ingredient in positioning firms
for success as AI use expands across the
industry.
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