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AbstrAct

The cost of financial crimes compliance continues 
to grow, locked in step with increasing regulatory 
expectations and volumes of low-productivity work 
items. Financial institutions cannot afford to wait 
for entirely new paradigms and instead are invest-
ing in solutions that provide near-term relief and 
can orient institutions towards the future. Technolo-
gies like artificial intelligence and machine learning 
(ML) — well entrenched in applications like credit 
risk modelling and fraud detection — are gaining 
traction within the broader financial crimes domain, 
and anti-money laundering (AML) in particular.
To obtain the business value of these ML and other 
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technologies, financial institution managers need 
the toolset to succinctly understand these methods 
and assess what approaches are appropriate and 
effective for their institutions. The twofold goals of 
this paper to equip institutional stakeholders with 
this information are:

1. Describe the high-level applicability of ML to 
AML, with a focus on transaction monitoring.

2. Provide an overview of the AML ML practices 
that are already in place within the industry; 
are on the immediate horizon; or are prom-
ising opportunities actively being investigated 
for the future.

Keywords: anti-money laundering, finan-
cial crimes, analytics, machine learning, 
artificial intelligence, algorithms, mod-
els, RegTech

INTRODUCTION
Financial crimes compliance and, in partic-
ular, anti-money laundering (AML) have 
emerged as a topic of tremendous attention 
in the financial services industry. Regula-
tory expectations continue to grow and 
regulators continually list AML as a high 
priority in their annual plans.1

Although financial institutions can rapidly 
grow their customer portfolios and product 
offerings, they adapt the practices and tech-
niques with which they mitigate AML risks 
more incrementally. Consequently, finan-
cial institutions confront AML compliance 
costs that do not scale sustainably. Top-tier 
institutions spend as much as US$1bn each 
per year on AML compliance.2

In the transaction-monitoring space, 
f inancial institutions typically employ a 
vendor-provided transaction-monitoring 
system and utilise trained investiga-
tors to manually review alerts. These 
transaction-monitoring systems — 
although varying in cost, configurability 
and comprehensiveness — generally 
rely on the same principles of detecting 

potentially suspicious activity. As a result, 
f inancial institutions of all sizes frequently 
see ‘false positive’ rates in excess of 90 
per cent, and substantial manual inves-
tigation time is allocated to ultimately 
benign activity. Institutions perform 
annual system calibrations that can par-
tially improve these false positive rates; 
gains do not, however, typically alter  
the bigger picture.

Recognising the challenges with the 
status quo, financial institutions are mak-
ing substantial investments by partnering 
with technology vendors and developing 
approaches for the future of AML controls. 
Regulatory bodies, too, have recognised the 
importance of innovation in the space, with 
the major US regulators, for example, issu-
ing their December 2018 Joint Statement on 
Innovative Efforts to Combat Money Laundering 
and Terrorist Financing explicitly supporting 
research into enhancing effectiveness and 
efficiency.3

The primary innovations financial insti-
tutions and technology vendors are exploring 
centre around improved methods based on 
advanced analytics and machine learning 
(ML; often also interchangeably referred to 
as artificial intelligence). Financial institu-
tions currently fall into four primary groups 
with respect to applying ML to AML — 
namely, those: 

1. using ML in specific day-to-day processes;
2. developing in-house solutions or trialing 

vendor proof-of-concepts;
3. still defining their future strategy for ML 

applications; and 
4. remediating existing challenges with cur-

rent-state compliance, not yet planning for 
the next generation.

For institutions at all maturity levels, man-
agers are increasingly seeing a need to 
better understand ML, advanced analyt-
ics, and how to identify the best strategies 
and solutions for their institutions. This 
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paper seeks to provide managers with the 
base level understanding required to make 
informed decisions related to ML for AML. 
Additionally, this paper details specif ic 
challenges and considerations that must be 
addressed in the AML context, while pro-
viding concrete examples of ML techniques 
and applications relevant to transaction 
monitoring.

In ‘Defining Machine Learning’ of this 
paper, ML is defined with an elaboration on 
the different types of ML and how an ML 
model is trained. In ‘Evaluating Machine 
Learning Models’, the paper describes how 
managers should evaluate models and their 
performance. In ‘Current and Forthcom-
ing Applications of Machine Learning in 
AML’, the paper lists different types of 
ML models the authors have witnessed 
in use, development or consideration for 
AML. ‘Comparative Analysis of Machine 
Learning Methods in AML’ contains an 
expanded framework for comparing cer-
tain key attributes of select ML models. 
‘Topics Adjacent to Machine Learning in 
AML’ explores emerging and adjacent areas 
that leverage ML, the section on ‘Case 
Study’ provides a short-form case study 
and the f inal section presents the authors’  
conclusions.

DEFINING MACHINE LEARNING
ML is a close relative of traditional meth-
ods of statistical analysis, although a number 
of key concepts are conceptually differ-
ent. This section presents core concepts of 
ML and key considerations from an AML 
perspective.

Machine learning is loosely defined as 
the integration of data patterns into a piece 
of software, often referred to as a model. A 
model is designed to solve a predetermined 
task and requires two main inputs. First, a 
model must have a high-level architecture 
designed by a developer. Secondly, a model 
must be fed with input data, from which 

the model can learn from and uncover his-
torical or ongoing trends.

Types of Machine Learning
There are three main types of ML, each 
characterised by the way a model ‘learns’: 
supervised, unsupervised and reinforcement 
learning. With respect to the more common 
problems in the AML world, supervised and 
unsupervised learning are currently the most 
relevant forms of ML. See Figure 1 for an 
illustration of supervised ML. See Figure 2 
for an illustration of unsupervised ML.

Supervised learning uses models trained 
to make predictions on future data based 
on learnings from historical input data with 
known ‘ground truth’ results (also called 
‘labels’).

As an example, a supervised model can 
consume information about historical 
transaction-monitoring alerts as input data. 
With output data describing the final inves-
tigative disposition (eg suspicious activity 
report [SAR], false positive, escalated case), 
the model can be trained to predict what 
the most likely disposition will be for a 
newly seen alert. More broadly, this process 
can allow the model to identify underly-
ing trends in customer activity that identify 
which customers are more or less risky  
from an AML perspective.

Supervised learning techniques are used 
to solve two types of problems: (1) classifi-
cation problems, which entail the prediction 
of categorical outcomes such as ‘suspicious’ 
or ‘not suspicious’ and (2) regression prob-
lems that predict a continuous value.

Unlike supervised learning, unsupervised 
learning seeks to independently uncover 
structure within a dataset with no already-
known ground truth labels. As an example, 
running a clustering algorithm on a set of 
high net-worth customers can be used to 
identify the best dimensions for designing 
wealth-management products and associ-
ated AML controls. Unsupervised learning 
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also includes outlier detection and other 
trend identifications (eg signal separation).

The final type of ML, reinforcement 
learning, does not require a labelled dataset, 
like unsupervised learning. Instead, mod-
els are built around a reward mechanism, 
which gives the models positive feed-
back when predefined ‘good’ behaviour 
is observed. Reinforcement learning is 
generally applied in fields such as robotics 
optimisation (eg self-driving cars) and gen-
eral applications of game theory, where the 
model has to learn how to make an opti-
mal decision based on a f inite set of options 
and historical observations. Reinforcement 
learning is generally not applied within the 
field of AML. For this reason, this paper 
focuses on the application of supervised and 
unsupervised ML, leaving out reinforce-
ment learning.

ML models can also be classified as either 
probabilistic or deterministic. Probabilistic 

models include some level of randomness 
in their predictions; running a probabilistic 
model on the same data twice might yield 
different outcomes. In contrast, determin-
istic models hold no elements of chance, 
ignoring the underlying probability distri-
bution behind the data, and thus all actions 
performed within the model are determined 
by some prior state of the model. 

Training Machine-Learning Models
The initial phases of a ML project will always 
include data extraction and preprocessing to 
retrieve data from relevant source systems 
in a usable format. This includes mapping 
data sources, extracting and transforming 
data and defining model features (com-
monly referred to as feature engineering). 
AML subject matter expertise is essential in 
guiding all of these steps, and a combination 
of AML and data analytics knowledge is 

Figure 1 Supervised Machine Learning
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required when defining model features. See 
Figure 3 for an illustration of the data steps 
in training a ML model.

To produce a supervised model that can 
handle new and unknown data, a model 
must be carefully trained to not ‘overfit’ to 
the historical data from which it is trained. 

To do so, the input data is typically divided 
into at least two sets: a training set and a 
test set. The training set is used to teach the 
model what trends carry predictive strength, 
whereas the test set is then used to evalu-
ate whether the learnings are generalisable 
enough to be of value with unseen data. 

Figure 2 Unsupervised Machine Learning

Figure 3 Data Steps in Training a Machine Learning Model
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Depending on the amount of data available, 
k-fold crossvalidation may be used, where 
the model is trained and tested on several 
different test-train splits of the data.

As a general rule, model development 
is an iterative process where developers 
tweak the design of the model with the goal 
of optimising the performance measured 
through the testing set.

For unsupervised models, test-train splits 
are not used because there is no concept of 
reserving a set of ground truths to evaluate 
model performance, as there are no ground 
truth labels available.

Unbalanced data
Creating an effective model requires care-
ful consideration of the underlying data 
on which the model will be trained and 
used. In AML applications, data is almost 
always ‘unbalanced’, meaning certain 
kinds of observations are much rarer than 
others (ie there can be ‘majority’ class 
and a ‘minority’ class). In the transaction- 
monitoring context, truly potentially sus-
picious activity is extremely rare, even in 
very large datasets. For supervised models, 
unbalanced data is a great challenge, but 
several different approaches may be taken 
to mitigate this.

The simplest methods to mitigate unbal-
anced data are to either oversample the 
minority class by duplicating observations 
in the dataset or to undersample the major-
ity class by removing observations in the 
dataset. While oversampling carries the risk 
of overfitting, undersampling may discard 
valuable information. 

One more complex approach to miti-
gate unbalanced data is synthetic majority 
oversampling (SMOTE).4 In SMOTE, a 
form of oversampling is applied by creating 
synthetic observations that closely resemble 
existing ones. SMOTE has been shown to 
improve predictions in various applications 
with unbalanced data.5

For transaction monitoring, another 
approach to mitigate unbalanced data is to 
use a more commonly occurring disposition 
as an output label. In particular, level one 
alert escalations occur substantially more fre-
quently than SARs and are frequently used 
to indicate a ‘true positive’ for supervised ML 
training. This approach is generally favoured 
because it helps avoid overfitting to very 
small numbers of historical observations. In 
this way, modelling is structured to move 
away from reproducing a small number of 
former findings and move towards identi-
fying emerging patterns. This approach can 
additionally be combined with oversam-
pling, undersampling or other techniques.

EVALUATING MACHINE-LEARNING 
MODELS
Crucially, financial institution managers 
need to understand how to evaluate and 
compare which ML models are suitable for 
their needs. The appropriate solution for an 
institution will depend on its customer base, 
product offerings, risk tolerance, regulatory 
environment and operational needs.

At a high level, the major dimensions of 
a model that a manager will want to evalu-
ate are modelling performance metrics, the 
explainability and interpretability of model 
outputs and the operationalisability of the 
model. Descriptions and examples of these 
dimensions are provided in the sections 
given subsequently.

Modelling Performance Metrics
Modelling performance metrics are quan-
titative figures that describe a specific 
attribute of the outcomes models produce. 
For supervised models, these typically focus 
on error rates. (eg How many true positives 
were missed or how many false positives 
were kept?) For unsupervised models, per-
formance metrics typically include heuristics 
that describe the similarity or heterogeneity 
of clusters, for example.
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Supervised Classification — Scalar Metrics
Supervised models inherently require input 
data that has known ground truth outputs. 
Because of this, various metrics are can be 
computed to measure the strengths and 
weaknesses of a given model. Depending 
on the application at hand, different met-
rics will be more or less important. For 
transaction monitoring, the challenge of 
having unbalanced data is often a primary 
consideration. 

The confusion matrix, as exemplified in 
Figure 4, is a good starting point for look-
ing into evaluation metrics for supervised 
classification tasks. The confusion matrix 
will create an overview of which classes the 
model is successful in predicting and which 
ones are confused for each other. Having 
this overview is however not sufficient, as 
it does not provide a single metric that can 
be used in optimising the model or outright 
comparing two models. 

The main absolute metrics used to mea-
sure supervised classification performance 
are accuracy, precision, recall and F-1 Score. 
To understand the definitions and implica-
tions of these metrics, consider the fictional 
example given subsequently.

Example 1:
The performance of a hypothetical model 
for secondary dispositioning of transac-
tion monitoring alerts is described in the 

Figure 4 Confusion Matrix
confusion matrix given in Table 1. Although 
this model will score highly in some met-
rics, it is clearly a poorly performing model 
for an AML context.

 ● Accuracy  = (10 + 100,00) / 100,111  
= 99.90%

 ● Precision = 10 / (10 + 1) = 90.91%
 ● Recall = 10 / (10 + 100) = 9.09%
 ● F-1 Score =  2 × [(90.91% × 9.09%) /  

(90.91% + 9.09%)] = 16.53%

Accuracy  =  (True Positive + True Negative) /  
Total Set =  “correct outcomes”

Precision  =  True Positive / (True Positive +  
False Positive) = Alerts(+) / All 
Alerts

Recall  =  True Positive / (True Positive +  
False Negative) = Alerts(+) /  
Indicative of Money Laundering

F-1 Score  =  2 × [(precision × recall) /  
(precision + recall)]

Accuracy: the percentage of classification 
predictions that were correct. In AML, this 
metric is often less helpful due to unbal-
anced data. In the given example here, this 
value alone may seem to indicate that the 
given model is performing very well, but in 
a problem space where missing true positives 
are a greater concern than inadvertently 
retaining false positives, it is clear this is not 
the case.

Precision: the percentage of positive predic-
tions from the model that were in fact real 
positives. This value speaks to meaningful-
ness of a model prediction of a true value. 

Table 1: Confusion Matrix Illustrating 
Model Performance

Real Positive Real Negative

Predicted 
Positive

10
(True Positive)

1 
(False Positive)

Predicted 
Negative

100 
(False Negative)

100,000 
(True Negative)
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In the example given here, this value scores 
highly, meaning that a prediction of true is 
very likely to be correct.

Recall: the percentage of real positives 
that were correctly identified as positives 
by the model. In an AML context, this is 
very important as it directly speaks to how 
conservatively a model is predicting risky 
activity. Higher recall means the model is 
more conservative.

F1 Score: a composite score that equally 
weighs precision and recall. By this measure, 
better models have higher scores, with the 
minimum score being zero and the maxi-
mum score being one.

Matthews Correlation Coefficient: similar 
to the F1 score, the Matthews Correlation 
Coefficient (MCC) is a composite score. 
Compared to the F1 score, the MCC is a 
more reliable statistical measure because it 
focuses on obtaining good results for true 
positives, false negatives, true negatives and 
false positives, proportionate to the num-
ber of positive and negative elements in the 
underlying data. Better performing mod-
els receive higher MCC values. The MCC 
can only be applied to binary classification 
evaluation.6

In AML, skewed data is the reality and 
evaluation metrics must be chosen care-
fully. Not catching a potentially suspicious 
case can have a large negative impact 
compared to having to investigate a not 
suspicious case. Although the latter carries 
a non-negligible cost, f inancial institutions 
taking a conservative approach typically 
place great weight on the recall and related 
metrics.

Supervised Classification — Multidimensional 
Metrics
As described earlier, precision and recall give 
two different and important perspectives on 
how successfully a classification model is 

performing. The ideal model would have 
both high precision and recall; one measure 
must often be, however, deprioritised in 
favour of the other. 

Within the configuration of a typical 
supervised classification model, parameters 
can be adjusted to shift the model to favour 
precision or recall, at a cost to the other. By 
plotting the resulting precision and recall 
values, an area under the curve (AUC) 
receiver operating characteristics (ROC) 
curve can be plotted. This figure, com-
monly used to assess model performance, 
graphically represents the true positive rate 
that can be acquired at different false posi-
tive rate costs.

AUC ROC curves show increased per-
formance when the curve approaches the 
top left corner. In the example shown in 
Figure 5, model A outperforms model B in 
all instances. 

The AUC ROC approach produces a 
strong measure for model configuration 
and evaluation, but suffers from the com-
plexity of being quite derived and not easily 
interpretable for audiences unfamiliar with 
modelling. As such, it is not a catch-all solu-
tion for evaluating model performance, but 
can be a very powerful tool. 

Figure 5 Example of Area Under the Curve 
Receiver Operating Characteristics Performance 
Comparison
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Supervised Regression Metrics
Supervised regression metrics typically 
focus on describing the error of a model by 
measuring the distance between the actual 
and predicted value for each observation in 
a dataset. Two of the more common met-
rics in this space include root mean squared 
error (RMSE) and mean absolute percent-
age error (MAPE). RMSE is defined as the 
square root of the averaged squared differ-
ence between the predicted value and the 
real value. MAPE is calculated by taking the 
average of the absolute percentage error for 
each prediction, divided by the actual value. 
MAPE assigns equal weightage for each 
of the observations in the dataset, whereas 
RMSE will be more impacted by outliers. 
MAPE cannot be used if there are zeroes in 
the data.

Unsupervised Clustering Metrics
Metrics for unsupervised clustering typically 
describe the degree to which items in the 
same cluster are similar and to which differ-
ent clusters diverge. Unlike with supervised 
modelling, where the performance metrics 
are inherently optimised by the training pro-
cess, performance metrics for unsupervised 
clustering are more frequently used as a heu-
ristic to inform decision-making processes. 
Some of the more common performance 
metrics are the silhouette coefficient and 
the Calinski–Harabasz Index. Although for-
mulated differently, they both return higher 
values when clusters are dense and well sep-
arated. Silhouette coefficients values can be 
between negative one and one, with lower 
values representing worse clustering.

Model Explainability and Interpretability
In regulated spaces like the financial 
services industry, explainability and inter-
pretability of model outputs are areas of 
chief importance. Model explainability and 
interpretability primarily focus on describ-
ing how a model generally works, and how 

specific model outputs were calculated. For 
AML, models need to make intuitive sense 
to the AML teams interpreting model out-
comes/results. Furthermore, the approaches 
should be explainable to regulators. 

While ML is often perceived as a collec-
tion of ‘black box’ techniques, where model 
outcomes cannot be explained, ML mod-
els do vary considerably in complexity and 
interpretability. Regression methods and 
small decision trees are easily interpreted, 
while methods within deep learning are 
rather complicated to understand. Between 
those extremes exists a wide field of popular 
models, and most of them have acknowl-
edged methods of interpretability.

An important distinction in interpretabil-
ity is between methods that measure what 
features are important for the overall model 
and methods that decompose contributions 
to an individual prediction, referred to as 
local interpretability. Local interpretabil-
ity describes why a model determined high 
risk for a particular client, for example, and 
should be emphasised when developing new 
and innovative practices.

Even for models that are less explainable 
or interpretable, methods are being devel-
oped to increase insight into the mechanics 
of these models. Examples of popular meth-
ods within model interpretability include 
feature permutation methods, SHapley 
Additive exPlanations (SHAP) and local 
interpretable model-agnostic explanations 
(LIME). Feature permutation methods shuf-
f le the values for a particular variable and 
assess the impact of each variable on over-
all model performance. LIME uses simpler 
understandable models to replicate the out-
puts from complex models, which provides 
an understanding of specific predictions.7 
SHAP applies principles from game theory 
to decompose marginal contributions.8

Another more graphical approach to 
understand models is to use partial depen-
dence plots, where average marginal 
contributions are plotted against the target 
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variable. This has some strength in under-
standing patterns in a very simple way but 
suffers from the limitation of only being able 
to evaluate one variable at a time.9

As a final remark, the field of ML model 
explainability is undergoing heavy research 
both theoretically and practically. With 
more advanced methods, the general level 
of explainability of models is increasing. 
With these more advanced explainability 
methods becoming the new norm in vari-
ous industries, practical acceptance of new 
interpretations will evolve as well.

Model Operationalisability
Even the most mathematically elegant 
model is of no use to a f inancial institution 
if it cannot be operationalised. To produce 
value, a model must create an output that 
f its within the framework of an institu-
tion’s AML programme. In many instances, 
a model can simply be layered on top of 
existing practices (eg training a model to 
filter out false positive name matches where 
Jamaica, New York is incorrectly coded as 
the country Jamaica). In other instances, 
such as integrating customer risk rating 
and transaction monitoring, entirely new 
processes need to be designed. In these 
cases, an institution’s future state needs to 
be carefully designed with commensurate 
updates to policies, procedures and other 
documentation.

Beyond being feasible from a work-
f low perspective, it is essential that a model 
scales to the size of a financial institution’s 
customer base. Many cutting-edge mod-
elling techniques can work well on small 
datasets but fail to scale up to the millions 
of records a financial institution may have. 
As an example in the clustering space, 
hierarchical clustering is typically very 
resource-constrained, whereas K-means 
clustering can scale much better. For a 
model’s value to be unlocked, it must 
be implementable with the technology 
resources available to the institution.

In addition to being initially imple-
mentable, models must be maintainable on 
an ongoing basis. As a first step, it is typically 
required that model output be repeatable (ie 
the same input always produces the same 
output). From a process standpoint, repeat-
ability allows model owners to establish 
benchmarks that indicate whether model 
performance remains within expected tol-
erance levels. As an example, model owners 
likely will want to create dashboards that 
show key distributions in the underlying 
input data for their models, as well as ongo-
ing figures on outcomes and performance 
metrics. From a governance perspective, 
this allows the institution to be immediately 
notified if a model is performing poorly (eg 
due to a change in upstream transaction 
codes or product offerings).

To facilitate ongoing maintenance, man-
agers will want to ensure there is a known 
cadence for updating the model. Some mod-
els may be able to dynamically ingest and 
learn from new data, while others should 
have updates commensurate with business 
needs (eg an annual risk rating model would 
not need to be updated more than annually). 
In some situations, analytics teams alone will 
be able to provide data refreshes. For archi-
tectural changes to the model, like adding 
new features, AML subject matter expertise 
is typically required.

CURRENT AND FORTHCOMING 
APPLICATIONS OF MACHINE 
LEARNING IN AML
This section covers a number of ML meth-
ods and their application to AML. The 
described approaches are split into three 
categories: (i) those the authors have 
observed to be widely adopted within AML 
compliance, (ii) those with some existing 
adaptation and exploration within AML 
and (iii) those that have been theoretically 
discussed with respect to AML, but not yet 
widely experimented. Thus, the reader is 
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likely to recognise many of the approaches 
presented in the first sections, but should 
not be disconcerted if the last section con-
tains approaches with which the reader has 
no prior experience.

Figure 6 presents an overview of machine 
methods used in AML based on the level of 
adoption in the industry observed by the 
authors. Capturing the complete landscape 
of applied ML approaches within all areas of 
AML is near impossible, but the visualisa-
tion serves as a starting point. 

In many cases, AML applications, like 
customer risk scoring and transaction moni-
toring, use a combination of methods. These 
can include use of traditional rules-based 
calculations, supervised models and unsu-
pervised models. While future approaches 
are likely to shift right in Figure 6, using 
a combination of lower-complexity models 
may provide equal or greater potential than 
simply using a single high-complexity ML 
model.

ML approaches widely adopted for AML
Weighted Average Models
Weighted average models are the simplest 
form of models, which may or may not 

involve an ML component. Weighted aver-
age models are most often used to assign 
customer risk rating scores based on a variety 
of demographic or behavioural factors with 
weights assigned by subject matter experts. 
For each variable used, a weight is desig-
nated to determine the importance of the 
variable in calculating the risk of the cus-
tomer. A blueprint for a weighted average 
customer risk rating model is demonstrated 
subsequently:

CRR =  (Variable 1
value

 × Variable 1
weight

) + 
(V2

value
 × V2

weight
) … + (Vn

value
 × Vn

weight
)

With these scores, subject matter experts 
review the distribution of risk ratings in a 
customer base and assign thresholds for 
which customers receive high, medium or 
low risk ratings. In more complex environ-
ments, supervised ML can be applied to use 
a regression to develop thresholds/weights 
that seek to emulate predetermined risk 
ratings.

Weighted average models are widespread 
in the AML industry and align closely with 
regulatory risk-mitigation principles, such 
as those described in the United States’ 
Federal Financial Institutions Examination 

Figure 6 AML machine learning adoptation
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Council  Bank Secrecy Act /AML Compli-
ance Manual.

Logistic Regression
Logistic regression is a classic predictive 
model used within statistics, AML and a 
wide range of other fields. In its basic form, 
classification using binary logistic regres-
sion, it is used to predict the probability 
of a binary outcome. It can, however, be 
extended to include more classes using mul-
tinomial regression or — if the classes can be 
logically ordered — ordinal logistic regres-
sion. Adedoyin et al. (2016) showed that 
logistic regression performs well for trans-
action monitoring, even compared to more 
recent approaches such as neural networks.10 
Given that logistic regression has been more 
broadly applied within the field of AML, and 
that the approach has been tested thoroughly 
for many other applications outside AML, 
regulators are more receptive to the rela-
tively high level of explainability offered by 
high-dimension logistic regression systems. 
Logistic regression is increasingly common 
in applications such as secondary risk scoring 
for transaction-monitoring alerts.

Emerging Machine Learning Approaches  
in AML
This section describes a number of ML 
approaches and their emerging applications 
to AML. Additionally, each section contains 
a deep dive into specific implementations 
for the approach. These descriptions are pro-
vided primarily as a reference to the reader, 
and an understanding of the underlying 
mechanics is not strictly required for AML 
managers.

Clustering
Clustering refers to a family of approaches 
centred around identifying commonalities 
between data points and separating those data 
points into similar groups. Many innovative 
financial institutions have already deployed 

applications of clustering in day-to-day 
operations. Most commonly, clustering is 
used in three applications: (i) evaluating the 
entire customer base to corroborate or chal-
lenge customer risk ratings, (ii) segmenting 
an already-known high-risk customer group 
to identify customers that are ‘truly’ high 
risk and (iii) identifying behavioural trends 
across customer or product groups to inform 
transaction monitoring or other controls.

Clustering has seen broader use in 
the f ield of AML than more advanced 
approaches, such as deep learning, for 
two reasons; the method’s greater level 
of explainability, and its wide variety 
of use cases. In addition to standalone 
use, clustering can be used as a step in a 
larger AML pipeline. This might be in 
the form of initial customer segmenta-
tion prior to supervised modelling, for 
example. Clustering has further been pro-
posed by Kharote & Kshirsagar (2014) 
as a step in generating customer prof iles 
for subsequent pattern analysis, and by 
Le Khac et al. (2010) as a step in a trans-
action-monitoring system to apply deep 
learning. In terms of explainability, clus-
tering generally offers the possibility of 
visualisation for the overall portfolio 
and high interpretability for individual 
results.11,12 As a result, regulators have 
shown an increasing receptiveness to AML 
applications of clustering.

Mechanically, the number of clusters a 
dataset is divided into is often determined 
through trial and error by model devel-
opers. Measures of commonality differ 
from approach to approach but usually are 
a form of distance measure and can gener-
ally be used to calculate two key metrics for 
determining the strength of a given cluster 
analysis; cohesion and separation. Cohesion 
measures how close the data points in a given 
cluster are to each other, and can either be 
calculated as the sum, mean or median dis-
tance between all objects in the cluster. A 
small cohesion signifies that a cluster is more 
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compact, which is to be desired. Separation 
indicates how well separated a cluster is from 
the surrounding clusters and is calculated as 
the distance between data points in a given 
cluster and data points outside of the cluster. 
Greater separation is preferred.

In the subsequent sections, four types of 
clustering methods are described.

Centroid-Based Clustering
Centroid-based clustering, often referred 
to as k-means clustering, is a type of clus-
tering that initialises a number of clusters 
based on input from the model developer. 
Each cluster is centred around a randomly 
chosen data point called a centroid. All 
other data points are then allocated to the 
cluster with the nearest centroid. This pro-
cess is repeated until the clusters are stable 
and no data points are reallocated to a new 
cluster. The algorithm converges on a local 
minimum, and is therefore usually run a 
number of times, picking the best clusters 
based on cohesion and separation. A num-
ber of extensions exist to the basic k-means 
clustering algorithms that can decrease sta-
bilisation time of clusters, automatically 
determine the optimal number of clusters or 
increase robustness towards local cohesion 
maxima and separation minima etc. These 
include, but are not limited to, k-means++, 
k-medians, k-medoids and h–k-means.

Hierarchical Clustering
Hierarchical clustering algorithms can be 
separated into two categories; agglomerative 
or divisive. Agglomerative algorithms ini-
tialise a cluster for each data point, connect 
the two data points that are most similar 
given some cohesion measure, and con-
tinue this process until all data points are in 
the same cluster. It is then up to the user 
to determine at which point to stop the 
agglomeration. 

Divisive clustering algorithms initialise all 
data points as a single cluster and split them 

based on a cohesive measure until all clusters 
consist of single data points or a predefined 
stopping point is reached. These approaches 
are able to capture very complex cluster 
structures, which centroid-based clustering 
algorithms often miss, but have substantially 
greater runtimes.

Gaussian Mixture Model Clustering
Gaussian mixture model (GMM) cluster-
ing is a probabilistic clustering approach 
developed to counter the shortcomings of 
centroid-based clustering by allowing rep-
resentations of nonround and overlapping 
clusters. GMMs function based on the 
assumption that data will fit a different 
Gaussian distribution for each naturally 
occurring data cluster, and that each nat-
urally occurring cluster can be described 
through its centroid, covariance and size. 
Data points are assigned to the cluster with 
the highest probability given the features of 
the data points, and a data point can thus be 
described as the combination of probabilities 
of belonging to each cluster. 

Tree-Based Models
Tree-based modelling is an umbrella term 
referring to supervised learning approaches 
that apply a tree-based structure for classi-
fication or regression. The basic tree-based 
classifier, generally referred to as ID-3, 
repeatedly splits a given dataset into sub-
sets until the percentage of data points of 
the same class within a subset exceeds some 
threshold. 

Tree-based models are relatively common 
in AML because they offer a high level of 
explainability. In particular, any individual 
decision can be easily explained by navigat-
ing each decision-making branch traversed. 
Additionally, tree models can perform 
classification and regression very quickly 
once the model is trained. Wang & Yang 
(2007) showed the applicability of even a 
simple ID-3 tree in accurately and swiftly 
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determining AML customer risk levels for 
business customers.13 For the task of trans-
action monitoring, tree-based classification 
has likewise showed strong results, when 
combined with an initial segmentation of 
transactions using a clustering algorithm 
(Liu, 2011).14

Two metrics are generally used to deter-
mine how a dataset should be split with tree 
modelling; entropy and information gain. 
Entropy is how uniform the classes are in a 
given dataset, also referred to the impurity 
of the dataset. If a dataset consists of 100 per 
cent suspicious activity data points and 0 per 
cent benign data points, it would have a low 
entropy. A class split of 50/50 would have 
high entropy. Information gain refers to 
how large of a drop in entropy would a split 
of the dataset induce. This is used to guide 
the algorithm in finding which dataset split 
is the most beneficial. An example of a bad 
and good dataset split is found in Figure 7.

The optimal splits for a given dataset are 
determined by minimising the number of 
splits necessary and maximising the infor-
mation gain at each split.

Four types of tree models are described 
subsequently. For more information regard-
ing CART, C4.5, ID-3 and general tree and 

random forest classification, see Singh & Giri 
(2014) and Rokach & Maimon (2015).15,16

C4.5 Tree Modelling
C4.5 is an extension to the ID-3 tree 
that works for both continuous and dis-
crete values and can reduce overfitting by 
removing splits that are found to be non-
beneficial (pruning). Furthermore, C4.5 
allows weights to be defined for variables, 
making certain variables more inf luential 
in defining which splits should be per-
formed. This is highly useful in the case of 
AML, as expert information can be added 
to the model, for instance in the form of 
increased focus on large-value or large- 
frequency transactions. Instead of using 
purely information gain as splitting crite-
ria, C4.5 applies the information gain ratio. 
This ratio is defined as the information 
gain in a split divided by the entropy in the 
current dataset. This reduces the bias of the 
model towards splitting on values with a 
large number of distinct values.

CART Tree Modelling
CART is unique in the fact that it only works 
with binary splits, such as in the example in 

Figure 7 Simplified information gain example

JFC0023_AGGARWAL - special ebook.indb   14 11/12/20   2:08 PM



Aggarwal, Wareham, and Lehmann

Page 15

Figure 7. CART functions with both cate-
gorical and numeric values and, like C4.5, 
performs pruning to reduce the level of 
overfitting in the model. CART can either 
apply standard entropy-based criteria in the 
form of information gain or an information 
gain ratio like C4.5 and ID-3. Additionally, 
CART can apply a so-called twoing crite-
ria, which is biased towards splitting criteria 
with evenly divided splits.

CHAID Tree Modelling
CHAID allows the use of both nominal, 
ordinal and continuous data. CHAID deter-
mines which variables and variable values to 
split the dataset based on a chi-square rela-
tion between the variable and the class that 
is to be identified. In AML terms, CHAID 
might decide to split the dataset on the 
variable ‘transaction amount > $1,000,000’, 
as this variable may have a large relation 
to the target class ‘potentially suspicious 
transaction’.

Random Forest Tree Modelling
Random forest models build on top of tree-
based models by creating a number of tree 
models and either using the mode or median 
prediction of the generated trees to deter-
mine the prediction of the overall model. As 
an extension to tree-based models, random 
forests can be used to identify the impor-
tance of the different variables in the dataset. 
Random forests have shown promising 
results in identifying networks of suspicious 
individuals or bank accounts using features, 
such as relationships between accounts 
and transaction data, as reported in Savage 
et al. (2016), and are relatively commonly  
in AML.17

Boosted random forests are an extension 
to the standard random forest, where the 
trees of the forest are built one by one, and 
each tree is based on the prior tree, learning 
from the shortcomings of the prior classi-
fier. Two prominent approaches are found 

for boosting forests: (i) adaptive boosting 
(adaboost), which adds weights to certain 
data points, putting increased weight on 
data-points that the prior model had diffi-
culty classifying; and (ii) gradient boosting, 
where each subsequent tree is trained using 
only the misclassified data points of the prior 
tree. These approaches have been shown to 
greatly increase performance of random for-
ests, while running the risk of increasing 
runtimes, as trees are built in sequence, and 
can thus not be parallelised.

Graph Analysis
Graph analysis is the analysis of links con-
necting nodes in a graph or network. In 
AML terms, nodes represent customers and 
links represent relationships between cus-
tomers, such as a transaction history, shared 
accounts, shared addresses or predisclosed 
relationships. The importance of nodes is 
determined by a centrality measure, which 
is used to communicate concepts like the 
inf luence of a node on other nodes, node 
connectivity, or the spread of something 
within a given network (eg funds).

Degree centrality is the number of links 
a given node has. The measure can both 
be applied as f irst- or second-degree cen-
trality. Second-degree centrality includes 
both the number of links a given central 
node has and the sum of the links of nodes 
connected to the given central node. A dis-
tinction might be made between in-degree 
and out-degree centrality if a direction is 
defined for links. Here, in-degree central-
ity is the number of links going towards 
the analysed node and out-degree central-
ity the number of links going away from 
the node.

Betweenness centrality determines the 
number of connections between two nodes 
that go through a given node. Thus, if 
node A and B are connected in the fashion 
A–C–B, this would increase the between-
ness centrality of the node C.
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Closeness centrality is a measure of how 
closely connected a node is to the other 
nodes in a network. This is defined by the 
average number of connections between the 
analysed node and all other nodes in the net-
work. As such, neighbouring nodes would 
have a single connection between them, 
whereas nodes A and B in the example 
given earlier would have two connections 
between them.

In addition to the mentioned centrality 
measures, links might be weighted to repre-
sent stronger connections (eg the magnitude 
of funds that have f lowed between two 
customers).

Dimensionality Reduction
Dimensionality reduction is a technique 
to reduce the number of variables in 
some dataset. Typically, dimensionality 
reduction is performed to improve model 
performance, explainability, or runtime. 
Approaches to dimensionality reduction 
can be divided into two groups; feature 
selection and feature projection. Feature 
selection is the process of selecting a sub-
set of variables that are to be included as 
features for a model. These should be 
determined by a heuristic that optimally 
selects variables based on a measure of fea-
ture importance (or manual intervention 
by a developer). Feature projection is the 
projection of a high-variable input into 
some lower-variable space (eg projecting 
a 40-degree vector into a 3-dimensional 
space). Feature projection includes a large 
number of diverse approaches, includ-
ing, but far from limited to, principal 
component analysis, linear and general dis-
criminant analysis and auto-encoding.

Principal component analysis linearly 
maps elements in the data to a lower- 
dimension space in the way that gener-
ates the largest possible variance in the 
lower-dimensional data. This is done by 
identifying the most inf luential principal 

components, also referred to as eigenvalues, 
for the data.

Linear and general discriminant analysis 
seeks to find the combination of features 
that most accurately characterises a given 
class. General discriminant analysis extends 
linear discriminant analysis by applying a 
kernel operation.

Auto-encoding is the process of learn-
ing efficient data encodings in using neural 
networks in an unsupervised fashion for a 
given dataset. The goal of auto-encoding is 
to eliminate noise in data. 

Machine Learning Approaches With 
Innovative Potential for AML
This section describes a number of ML 
approaches and AML applications that are 
more experimentally being explored within 
the industry. Additionally, each section 
contains a deep dive into specific implemen-
tations for the approach. These descriptions 
are provided primarily as a reference to the 
reader, and an understanding of the under-
lying mechanics is not strictly required for 
AML managers.

Deep Learning
Deep learning is the application of neu-
ral network models to both supervised and 
unsupervised learning. Deep learning can 
be applied to a wide domain of applications, 
including image analysis, speech analy-
sis, text processing, medical research and 
financial crimes detection. Neural networks 
come in a large number of variations, opti-
mised for specific tasks, but almost all share 
an architecture based on layers, weights and 
activation/loss functions.

Research has been conducted showing the 
strong results for the application of neural 
networks in AML. An example of this is an 
approach proposed by Khac et al. (2009), per-
forming transaction monitoring through an 
initial clustering of transactions, followed by 
a separate neural network for each cluster.18
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Due to the lack of explainability pre-
sented by deep learning approaches, deep 
learning approaches are not yet widely 
adopted within AML compliance. Research 
into methods of increasing said explainabil-
ity is, however, currently underway, which 
is likely to increase the applicability of deep 
learning systems for AML, making this an 
approach to look out for in the near future. 
An example of this is the recent work of 
Samek et al. (2017), which presents a way of 
visualising the learning within neural net-
works, increasing the ability of data scientists 
to verify model predictions and identifying 
biases within models.19

To understand deep learning and neural 
networks, definitions of the following terms 
are helpful:

Layers are a combinations of nodes in a 
neural network that serve a particular func-
tion. The first layer in any neural network 

is the input layer, where data is fed into the 
neural network. Next, a neural network can 
have any number of ‘hidden layers’, where 
data is transformed using some activation 
function (see definition given later). The 
number of hidden layers in a neural network 
will vary with the complexity of the data 
and the task at hand. Finally, the last layer of 
a neural network is the output layer, where 
the results of the network are transformed 
into an output format, which can be used for 
classification.

Weights are transformations made on 
the data between layers. In Figure 8, these 
are represented by arrows. After a training 
sample has been passed through the neural 
network, a loss is calculated for that sample. 
The loss describes how accurately network 
predicted a known outcome at any iteration 
during training. During training, the loss is 
passed back through the network and used 

Figure 8 Neural Network
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for updating the weights to more accurately 
classify future samples.

Activation functions are functions inher-
ently used at each node in the hidden layers 
and perform some transformation on the 
data passed to the node (ie take an input 
value and produce an output value of 1 or 0). 
The activation function used depends on the 
task and the type of neural network applied.

Hyperparameter tuning is the process of 
adapting the parameters of a model’s archi-
tecture to a specif ic dataset and problem. 
To identify the optimal configuration for 
the neural network (eg the number of nodes 
in each hidden layer, the number of hidden 
layers, the strength of the loss function), 
data scientists perform hyperparameter 
tuning. This consists of testing a number 
of variable combinations to find the one 
that achieves the best possible results. For 
a primer on neural network theory, see 
Larsen (1999).20

Association Rule Mining
Association rule mining offers tools for 
identifying strong relations between data 
points or variables in a dataset. These tools, 
referred to as rules, apply a defined measure 
of interestingness. In association rule min-
ing, data points or variables of interest are 
referred to as items. Association rules are 
generally required to surpass some threshold 
of support, confidence or lift to be found of 
interest.

Association rule mining might be applied 
to transaction monitoring using mined asso-
ciation rules as features in a classification 
system, as proposed by Luo (2014).21 This 
approach may be equally suited for assign-
ing an initial customer risk rating at the time 
of onboarding. Furthermore, identifying 
interesting association rules can be used as 
a data-exploration tool to gain insight into 
patterns in transaction data. This informa-
tion has potential to inform existing AML 
case investigation reviews and inform the 
development of future ML models.

To understand association rule min-
ing, definitions of the following terms are 
helpful:

Support is a measure showing how often 
two items appear together in the dataset. 
Support is calculated as the total number of 
occurrences of two items at the same time, 
divided by the total number of items.
 
Confidence is a directed measure that is 
used to determine how often a rule is true. 
Given items A and B, confidence can be cal-
culated for the rule A => B (when A occurs, 
B also occurs). This confidence is calculated 
by taking the support for A and B, and then 
dividing by the support for A:

Confidence (A → B) = Support (A u B)/ 
   Support (A)

Lift is the most advanced, and often also 
the most useful of the three measures. Lift 
shows to what degree one item increases or 
decreases the occurrence of another item. 
See Figure 9 for an illustration on the com-
putation of lift. A high level of lift indicates 
that one item increases the occurrence of 
the other. A negative lift indicates that one 
item decreases the occurrence of the other. 
Neutral lift shows no relation between the 
occurrences of the items. Lift is calculated 
as the support for A and B, divided by the 
support for A times the support for B, that is:

Lift (A → B) =  Support (A u B)/(Support (A) 
× Support (B))

As the first step of identifying interesting 
and meaningful association rules, a support 
threshold is applied to find interesting sets 
of items in the dataset. For all of these item 
sets, association rules are generated for the 
items in the sets, and the confidence thresh-
old is used for identifying the interesting 
association rules. Finally, the lift threshold 
might be used to identify which interesting 
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association rules represent a relation between 
items, where the occurrence of one item 
actually inf luences the other, thus making 
sure that the two items occurring simulta-
neously is not simply coincidence.  

Generative Adversarial Networks
Generative adversarial networks (GANs) are 
widely applied within the fields of image, 
video and voice analysis for the generation 

of synthetic data. The architecture is built 
around two neural networks pitted against 
each other in the task of generating and 
identifying synthetic data that closely mir-
rors the features of an input dataset. One 
neural network is set to develop synthetic 
data based on training data and pass these 
synthetic data points to another neural net-
work, alongside real data points. The second 
neural network then assigns probabilities to 
all data points, predicting which were real 

Figure 9 Illustrative Lift computation
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or synthetic. These predictions are used 
for generating a feedback loop, which back 
propagates learning through the two neu-
ral networks, improving them as iterations 
progress.

This approach has not yet been observed 
in practice within the field of AML. Given 
the large skewness present in most AML 
datasets, the creation of synthetic launder-
ing data is, however, likely to improve the 
performance of ML models significantly. 
Recently, research has been published within 
this area for use in financial fraud detection, 
showing significant improvement in the 
performance of anomaly detectors applied 
to identifying accounting fraud, when data 
is supplemented with GAN data (Schreyer 
et al. 2019).22

Support Vector Machines
Support vector machines (SVMs) are gen-
erally supervised learning models used 
for binary classif ication and regression 
but can also be used for clustering analy-
sis through unsupervised learning. SVMs 
work by mapping a high-dimensional data-
point, such as a transaction which contains 
information regarding a sender, receiver, 
amount, time etc to a lower-dimensional 
plane where the data points can be classi-
f ied. The method has been found by Tang 
& Yin (2005) to show promising results 
for f iltering transactions and identifying 
potential cases of fraud.23 It, however, faces 
similar drawbacks as deep learning because 
results hold little inherent explainability. 
Although SVMs are a longstanding method 
of ML, this drawback has largely stymied 
uptake in the AML space.

Bayesian Networks
Bayesian networks are probabilistic models 
built on a directed graph with no repetition 
of nodes and where each edge corresponds 
to a conditional dependency. These depen-
dencies represent the likelihood of an event, 

given a single or series of prior events. 
A simple version of this approach that 
builds on a rule-based AML transaction- 
monitoring system has been proposed by 
Khan et al. (2013), which shows promis-
ing results.24 The redesign of the system to 
apply a risk-based AML approach would be 
relatively simple, gives a good amount of 
explainability and is thus a viable option for 
transaction monitoring.

COMPARATIVE ANALYSIS OF MACHINE 
LEARNING METHODS IN AML
As the application of ML to different AML 
use cases increases, it is necessary to establish 
a framework to compare the applicability 
of the different ML approaches. Section 3 
laid out the foundation for evaluating ML 
methods. Expanding on this, the authors 
assess the feasibility of various modelling 
approaches using four dimensions: (i) com-
putational requirements, (ii) complexity 
in usage, explainability of results, (iii) task 
types and (iv) potential as being part of 
innovative solutions in this space.

Computational requirements refer to the 
runtime of algorithms, based on the com-
putational complexity of the approaches. 
Novel ML methods like deep learning, 
recurrent neural networks and XGBoost 
require larger amounts of computational 
resources compared to more simple models 
such as regressions. Whether computational 
requirements constitute a problem when 
applying these methods is a question of 
how the methods are planned to be applied 
and what IT infrastructure is available. 
Another consideration is how often model 
retraining is preferred from an expert point 
of view and how many data points and 
features are considered for calculations. 
Graphics processing unit-enabled training 
is generally preferred as it reduces runtime 
tremendously. Another option is having a 
large cluster of servers available in a pay-
per-use fashion, as offered by most cloud 

JFC0023_AGGARWAL - special ebook.indb   20 11/12/20   2:08 PM



Aggarwal, Wareham, and Lehmann

Page 21

providers today or on premise, and to use 
distributed frameworks such as Apache 
Spark for model pipelines. 

Complexity in usage refers to the former 
discussion around explainability. It is crucial 
that the data scientists performing the model 
scoring understand the factors that drive the 
model outcomes. It is worth highlighting 
that research around model interpretability, 
even for advanced methods, is evolving, and 
methods such as SHAP and LIME are useful 
for many use cases. For some applications, it 
might further be preferred that the model is 
conceptually easy to understand. 

Applications pertain to different use 
cases in the broader AML ecosystem. Most 
methods relate to customer risk scoring or 
transaction-monitoring tasks, whereas other 
methods could apply to creating novel inputs 
to these models, help develop feature engi-
neering or serve to support risk modelling 
by adding unsupervised preprocessing. The 
applications compared in Table 2 include 
risk rating customers, transaction moni-
toring (traditional), feature engineering, 
anomaly detection and customer peering/
segmentation.

Innovation potential constitutes the 
ability of a model to generate value for 
the business organisation. Improvements 
in technology and computation allow for 
heavier algorithms to be applied to make 
more sophisticated use of data sources. The 
generally maturing use of ML algorithms 
should set the scene for adopting more com-
plex ML models in organisational processes. 
Furthermore, more integrated modelling 
allows for more dynamic models that make 
tasks such as scoring more agile and holistic. 

TOPICS ADJACENT TO MACHINE 
LEARNING IN AML
Although the most common use cases finan-
cial institutions are currently implementing 
for ML are customer risk rating and trans-
action monitoring, additional adjacent 

benefit can be had from the same underlying 
technologies.

Sequence Modelling
Sequence modelling has been shown to 
provide substantial value in areas such as 
natural language processing (NLP) and time 
series analysis. Recurrent neural networks 
(RNNs), especially when applying long 
short-term memory (LSTM) modules, have 
shown strong results for these tasks, as the 
model architecture itself mirrors the sequen-
tiality of the data. 

With respect to AML, RNNs can be 
implemented as part of a supervised learning 
pipeline to provide new powerful features 
pertaining to transaction sequences or other 
temporal data. As RNNs are deep learning 
algorithms, they face the same challenges 
regarding explainability as described in the 
deep learning section. Accordingly, using 
RNNs would require steps improve the 
explainability of the model. See Figure 10 
for an illustration of an example of an RNN 
architecture.

Automated Negative News Screening
Automated negative news screening is the 
identif ication of negative news regarding a 
customer and activities germane to money 
laundering. Today, negative news screen-
ing is generally done manually through use 
of one or more search engines, looking for 
articles containing customer names/aliases 
and predefined search strings. Manual 
review is then required for pages of arti-
cles, frequently about a different entity or 
activity unrelated to money laundering. 
This is a time-consuming and resource- 
intensive effort, and thus an ideal target for 
automation. 

The automated identif ication of cus-
tomer negative news would involve 
natural language processing, which is 
the featurisation and subsequent anal-
ysis of unstructured textual data. The 
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Table 2: An overview of machine learning approaches and their applications to 
anti-money laundering use cases

Method Applications Computational 
requirements

Complexity Innovation 
potential

Weighted average 
models

Risk rating Very light Low Low

Regression models 
(linear, logistic)

Risk scoring / transaction  
monitoring

Light Low Low

Deep learning Risk scoring / transaction  
monitoring / feature engineering

Heavy High High

Boosting trees 
(XGBoost)

Risk scoring / transaction  
monitoring

Medium/
heavy

Medium Medium

Random Forest Risk scoring / transaction  
monitoring

Low/ 
medium

Low/ 
medium

Low/ 
medium

Support Vector 
Machines

Risk scoring / transaction  
monitoring

Medium Medium Low/ 
medium

Bayesian networks Risk scoring / transaction  
monitoring / feature engineering

Medium Medium Medium

Clustering 
(CHAID, CART 
etc)

Segmentation / anomaly 
detection / feature engineering

Low Low Low

Clustering  
(hierarchical)

Segmentation / anomaly 
detection / feature engineering

Medium Low Low/ 
medium

Clustering 
(GMM)

Segmentation / anomaly 
detection / feature engineering

Low/ 
medium

Low Low/ 
medium

Association rules Feature engineering Medium Low Medium

GANs Feature engineering Heavy High Medium

Anomaly  
detection

Segmentation/ anomaly  
detection

Low/ 
medium

Low Low/ 
medium

NLP features Feature engineering Medium/
heavy

Medium/
high

High

task of identifying entities such as names 
in text is generally referred to as named 
entity recognition and is a subtask of gen-
eral information extraction from text. 
Applying named entity recognition to 
news articles allows the identif ication of 
individuals and organisations mentioned 
in the article. These can be compared to 
customer lists with records maintained 
that could be further applied when per-
forming graph analysis or counterparty 

analysis. Simply identifying entities is not 
suff icient, however, as an entity might 
be mentioned in an article without being 
complicit in the negative activity. Here, 
the natural language processing task of 
sentiment analysis or, if suff icient data is 
available, the more complex task of stance 
detection, might be performed to iden-
tify the framing of the article towards the 
identif ied entity. Sentiment analysis is the 
identif ication of the general sentiment in 
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partnerships with said news outlets, if 
their data is not publicly available.

Segmentation-based Supervised Learning
Segmentation-based supervised learning 
consists of applying segmentation of a dataset 
prior to the training of supervised models. 
In the AML context, this would allow for 
more specialised models to identify money 
laundering for specific customer or transac-
tion types. Segmentation-based supervised 
learning can be applied to already-known 
segments (eg high risk customer or trans-
action types) or can be performed based on 
unsupervised segmentation (eg clustering). 
The example given subsequently describes 
the latter approach, as it is the most broadly 
applicable. 

Supervised learning based on unsuper-
vised clustering allows for stronger and more 
specialised models when data is sufficiently 
dense. When data is segmented, the size of 
the data subsets on which the supervised 

a piece of text, whereas stance detection is 
the identif ication of the stance in a piece 
of text, towards some target. In the text, 
‘Mr X was convicted of defrauding Mr Y’, 
the sentiment is negative, and the stance 
towards the entity ‘Mr X’ is negative. It 
is, however, more diff icult to identify the 
stance of the text towards the entity ‘Mr Y’ 
using less sophisticated means. 

Two different approaches might be 
taken to identifying articles regarding 
topics germane to money laundering. The 
f irst is to access open search APIs, such as 
Google or Twitter, apply a search string 
to identify articles, and subsequently per-
form named entity recognition on these 
articles. Alternatively, if a f inancial insti-
tution has a list of trusted news outlets, a 
custom search script might be built for the 
websites of these outlets. This approach 
depends highly on the availability of infor-
mation for the trusted news outlets, setups 
of their webpages, availability of APIs 
for their news databases and potentially 

Figure 10 Simplified LSTM system architecture for AML
Note: AML, antimoney laundering; LSTM, long short-term memory.
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models are trained is reduced. If a finan-
cial institution only has a limited amount 
of data, some models might have very lim-
ited training samples, leading to reduction 
in performance instead of an improve-
ment. In extreme cases, data subsets might 
not contain any, or very few, examples of 
money laundering, making the already pres-
ent issue of skewed data even greater. The 
presented measures of SMOTE, genera-
tion of synthetic data points for minority 
classes, class weighting and undersampling 
should therefore be considered when data is 

sparse. The data for each model should be 
compared with performance to ensure data 
is sufficiently dense before implementing  
segmentation-based supervised learn-
ing. See Figure 11 for an illustration of  
segmentation-based supervised learning.

Graph-based Network Analysis
Graph-based network analysis is a topic of 
increasing significance within AML. Each 
year, more information about customer 
interactions is available and more insight 
can be extracted by advanced modelling. 

Figure 11 Cluster-based supervised classification approach
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Analysing networks is, however, a highly 
complex computational problem, which 
only increases in complexity as the avail-
ability of data grows. The possibility of 
performing advanced network analytics on 
financial customers is relatively new, and 
therefore the theory of network analysis 
within this field is likewise new. Therefore, 
it is worth looking towards other fields for 
inspiration, within which network analysis 
has been well adopted.

One such field is bioinformatics — the 
application of statistics, mathematics and 
computer science on biological data. Here, 
graph and network theory is widely applied 
and has been found exceedingly successful 
in contexts like the mapping and analysis of 
molecular and protein structures. Proteins 
are like networks of financial customers, 
highly complex, and algorithms for this task 
therefore require a high level of optimisa-
tion to be viable. Here, convolutional neural 
networks have been found to achieve strong 
performance, while keeping runtime com-
plexity relatively low. With convolutional 
neural networks, advanced data are mapped 
into representations in a more condensed 
space. An approach applying this technique is 
presented by Schütt et al. (2016) performing 
graph convolution over nodes by applying 
the node and edge information from neigh-
bouring nodes to produce an additive update 
to the central node, an approach which 
might be well applied to AML.25

It is worth noting that this process 
approach is still, despite algorithms being 
optimised for runtime, highly complex 
and resource intensive. Thus, it is proposed 
that a network analysis applying advanced 
graph network representations might be 
performed once every quarter, half-year 
or year, depending on the computational 
power available to the institution. The out-
put of the model might be added as a feature 
to a supervised model, to as reference when 
performing a transaction-monitoring alert 
review, as an input for a customer risk rating.

CASE STUDY
Financial institutions have many means to 
strengthen and refine AML programmes, 
including revisions to policy, operations, 
culture, technology and more. This case 
study focuses on the ML and analytics meth-
ods employed by a large bank to address 
AML compliance costs growing out of pro-
portion with associated risk mitigation. 

In this example, the headcount growth 
forecasted to maintaining the institution’s 
rules-based transaction-monitoring sys-
tem presented a business case to invest in 
analytics to reduce near-term inefficiency 
and establish a more sustainable cost tra-
jectory, while maintaining and improving 
monitoring effectiveness. The bank and 
third-party vendors (‘the working group’) 
developed a variety of data and analytics 
approaches to rethink and enhance bank 
process for reviewing potentially suspi-
cious transaction. Ultimately, the bank 
developed a customer-centric approach for 
monitoring risk, where analytics are used 
to identify customers whose alerts could be 
subjected to:

1. in-depth reviews without the upfront cost 
of initial reviews and escalations;

2. lower complexity reviews that could 
appropriately be managed by lower-cost 
resources; and

3. average complexity reviews handled by 
typical resources.

With each of the routing outcomes men-
tioned, analytics and automations further 
provided increased review quality and 
consistency by providing analysts with 
risk insights and mechanisation of manual 
tasks.

To develop the solution, the working 
group:

1. developed metrics and reporting to estab-
lish a baseline for scoping and performance 
measurement;
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2. deployed k-means clustering to identify 
behavioural trends, groups of similarly 
behaving customers and potential risk 
concentrations;

3. used a random-forest supervised ML 
model to develop a history-based metric 
for customer risk; and

4. constructed an ensemble method to 
aggregate analytics and drive alert routing 
and decisioning.

After moderate revisions to bank procedures 
and organisation structures, the analytics 
drove an immediate 15–25 per cent reduc-
tion in the impact from false positives and 
a f lattening of projected cost growth. In 
addition to the effectiveness gains for the 
controls impacted by the analytics, this fur-
ther allowed resourcing to be allocated to 
strengthen other risk-mitigation controls 
and initiatives.

CONCLUSION
Given the diversity of ML techniques and 
with strong applicability to solving AML 
problems, it is timely for AML compli-
ance leaders and practitioners to evaluate 
and accelerate strategies to further leverage 
technology. Experimentation is a vital step 
in developing programmes that are effective 
and efficient. It should not be a surprise that 
as regulators encourage the industry to adopt 
and accelerate innovation, they themselves 
are leveraging technology for supervision. 
As a result, supervisory technology, or SupT-
ech, has become a focal area of the financial 
services ecosystem, along with fintech and 
RegTech. Institutions should simultaneously 
explore opportunities to copartner with 
regulators on using ML to identify emerg-
ing risky typologies and better synthesise 
public–private data to build out innovative 
models to mitigate risk.

The spectrum of ML techniques pre-
sented in this paper will enable leaders to 
build their knowledge and understanding of 

ML techniques and associated nuances and 
limitations. More importantly, it will allow 
both nascent and developed analytics pro-
grammes to continue their forward progress 
to proactively identify, measure and miti-
gate financial crime. ML will continue to 
be a central and integral component of AML 
programmes in the foreseeable future.
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